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NEW QUESTION 1

HOTSPOT

You are developing an application that converts text into spoken audio and saves the synthesized audio to a file by using Azure Speech in Foundry Tools.
How should you complete the Python code? To answer, select the appropriate option in the answer area.

NOTE:Each correct selection is worth one point.

import azure.cognitiveservices.speech as speechsdk

speech_config = speechsdk.SpeechConfig(subscription=key, region=region)

audio_config = speechsdk.audio. o

synthesizer = speechsdk.SpeechSynthel AudioOutputConfig(filename="output.wav®™)
speech_config=speech_config, AudioOutputConfig(stream)

audio_config=audio_config AudioStreanformat(wave_stream_format=AudioStreamWaveFormat.PCM)

A. Mastered
B. Not Mastered

Answer: A

Explanation:

AudioOutputConfig(filename="output.wav")

The question specifically states the application mustsave the synthesized audio to a file. In the Azure Speech SDK for Python,
speechsdk.audio.AudioOutputConfig(filename="output.wav") directs the synthesizer to write the generated speech output directly to a WAV file on disk — which is
exactly the requirement.

Why the other options are wrong:

AudioOutputConfig(stream)— This routes audio output to an in-memory audio stream object, not a file. It is used when you want to process or play the audio
programmatically without saving it to disk.

AudioStreamFormat(wave_stream_format=AudioStreamWaveFormat.PCM)— This class defines theformatof an audio stream (e.g., PCM encoding, sample rate). It
is used when configuring custom audio streams, not when specifying a file output destination. It is not a valid argument for speechsdk.audio. in this context.

The correct and complete line is:

audio_config = speechsdk.audio.AudioOutputConfig(filename="output.wav")

NEW QUESTION 2
You are using the Azure Speech SDK to develop a Python application thatsupports real- time spoken conversations.
Which Azure speech class should you use to configure the connection to the Azure Speech service?

A. AudioConfig
B. SpeechSynthesizer
C. AuditOutputConfig

Answer: C

NEW QUESTION 3

DRAG DROP

You have a Microsoft Foundry project named projectl that contains an Azure OpenAl resource named Resourcel.

To Resourcel, you deploy a gpt-4.1-mini model by using a model deployment named my- mini-gpt.

You need to connect to my-mini-gpt from an application.

How should you complete the Python code? To answer, drag the appropriate values to the correct targets. Each value may be used once, more than once, or not
at all.

NOTE: Each correct selection is worth one point.

Values Answer Area

gpt-d.l-"l’lnl client = Upennliapi_keyrh... »

my-mini-gpt base_url="https:// .openai.azure.com/openai/vl/",)

response = client.responses.create(
projectl :

model=" L

resourcel

S

A. Mastered
B. Not Mastered
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Answer: A

Explanation:

client = OpenAl(

api_key="...",

base_url="https://resourcel.openai.azure.com/openai/vl/",

)

response = client.responses.create(

model="my-mini-gpt",

)

For Azure OpenAl in Microsoft Foundry, the base_url uses the Azure OpenAlresource namein the endpoint format:

https:// < resource-name > .openai.azure.com/openai/vl/

In the question, the Azure OpenAl resource is namedResourcel, so the first blank must beresourcel. Microsoft documentation for Azure OpenAl v1 endpoints
confirms that the endpoint must use the ...openai.azure.com/openai/vl/ path.

For the model parameter, Azure OpenAl requires thedeployment name, not the underlying model name. Microsoft states that Azure OpenAl always requires the
deployment name when calling APIs, even when the parameter is named model.

The deployed model isgpt-4.1-mini, but the deployment name ismy-mini-gpt. Therefore, the second blank must be:

model="my-mini-gpt"

So the correct selections are:

base_url blank =resourcel

model blank =my-mini-gpt

NEW QUESTION 4
What are two purposes of instructions when prompting a generative Al model? Each correct answer presents part of the solution.
NOTE: Each correct selection is worth one point.

A. defines constraints on the model's responses

B. defines the agent's role and behavior

C. defines the Azure region where inference occurs

D. selects which model to use

E. defines the tokens per minute (TPM) allocation for the model

Answer: AB

NEW QUESTION 5

HOTSPOT

For each of the following statements, select Yes if the statement is true. Otherwise, select No.
NOTE:Each correct selection is worth one point.

Answer Area

Statements Yes No
Fairness can be achweved by focusing solely on improving the overal accuracy of ar Al mode
Evaluating Al system outputs to identify and reduce bias across demographic groups supoorts ‘arness
Ensunn g "arness Tor an A iy $temM Medns that 21 users alvays reCarve e Lame oUtpUt Trom e System
A. Mastered

B. Not Mastered
Answer: A

Explanation:
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Answer Area

Statements Yes No
o
Fairness can be achweved by focusing solely on improving the overal accuracy of an Al mode i,
A"
Evaluating Al system outputs to identity and reduce blas across demographic groups supoorts ‘airness P
. g
Ensuring fairness for an Al system means that all users always receive the same output from the system |
s
NEW QUESTION 6
HOTSPOT
For each of the following statements, select Yes if the statement is true. Otherwise, select No.
NOTE: Each correct selection is worth one point.
Answer Area
Statements Yes No
System prompts can be used to authorze users
A system prompt Is used 1o reduce tokens per mnute (TPM
A system prompt guides the behawor of 3 generative Al model
A. Mastered

B. Not Mastered
Answer: A

Explanation:

A system prompt, also called a system message, is used to guide how a generative Al model behaves, including its tone, role, response style, and output format.
Microsoft states that system messages help steer an Azure OpenAl chat model toward the desired behavior, tone, and output format.

Statement 1: System prompts can be used to authorize users. = No

Authorization is handled by application identity, access control, authentication, and security configuration. A system prompt can guide model behavior, but it is not
an authorization mechanism.

Statement 2: A system prompt is used to reduce tokens per minute (TPM). = No

TPM is a quota or throughput setting for model deployments. A system prompt does not reduce or configure TPM.

Statement 3: A system prompt guides the behavior of a generative Al model. = Yes

This is correct. Microsoft documentation says system messages help steer the model??s behavior, tone, and output format.

NEW QUESTION 7
You need to build an Al solution that generates marketing email drafts based on a short description of a product and its target audience.
Which Al workload should you use?

A. generative Al

B. computer vision

C. text classification
D. speech recognition

Answer: A

NEW QUESTION 8
HOTSPOT
Select the answer that correctly completes the sentence.
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Answer Area

Alter deploying a vis cn-enabled GPT maodel in Microsoft Foundry

you can conf gure an application to send requests 10 the v |
endpoint of the mcde
evaluation pipeline of model
Foundry playground
training dataset of the model

A. Mastered

B. Not Mastered
Answer: A

Explanation:

Answer Area

i

Alter deploying a vis cn-enabled GPT maodel in Micrasoft Foundry

VoL Can cont gure an appgicanon 1o send requests 1o the v

9 endpoint of the mcde —l
eva It::tto;p ;: line of model

loundry playground

training dataset of the model

NEW QUESTION 9

You are developing a web app that processes invoices to calculate expenses.

You need to extract structured fields, including nested values, from the invoices by using a defined schema.
What should you use?

A. a transcription workflow in Azure Speech in Foundry Tools

B. an optical character recognition (OCR)-only document processing pipeline
C. an analyzer in Azure Content Understanding in Foundry Tools

D. an Azure Al Search service

Answer: C

NEW QUESTION 10

Your company processes customer support emails.

You need to implement an Al solution that automatically identifies mentions of people, organizations, and locations in the emails.
Which text analysis technique should you use?

A. sentiment analysis

B. Named Entity Recognition (NER)
C. summarization

D. key phrase extraction

Answer: B

NEW QUESTION 10

You have a Microsoft Foundry project that contains a vision-enabled model deployment.

You need to develop an application that sends a message containing text and an image URL. The solution must ensure the quickest response time.
Which message structure should you include in the request?

A. a user message that includes only a text item and sends an image item in a separate request

B. a system message that includes both a text item and an image item in the content array

C. a system message that includes only a text item and sends an image item in a separate request
D. a user message that includes both a text item and an image item in the content array

Answer: D

Explanation:

For a vision-enabled model, Microsoft documentation shows that multimodal prompts can include bothtextandimagecontent in the same user message content
array. Azure OpenAl vision models accept multimodal image-and-text input and return natural language responses.

The correct request structure is auser messagewith a content array containing both items, for example:

{
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"role": "user",

"content™: [

{"type": "input_text", "text": "What is in this image?"},

{"type": "input_image", "image_url": image_url}

]

}

This avoids sending separate requests and is therefore the best choice for quickest response time.
A and C are incorrect because they send the text and image separately.

B is incorrect because the image/question should be sent as a user message, while system messages are used for instructions and behavior.

NEW QUESTION 14
Based on the image provided, here is the transcribed text:
You need to build an Al solution that produces new product images based on written descriptions provided by users. Which Al workload should you use?

A. image generation

B. image analysis

C. object detection

D. optical character recognition (OCR)

Answer: A

NEW QUESTION 16
HOTSPOT
Select the answer that correctly completes the sentence.

Answer Area

e Microsofl responsible Al prantiple of transparency requires that Al systems : = o |
be mxplainable o e
prolec] sersalive user data
reduce bas in decisions

requing human cvers g™t

A. Mastered
B. Not Mastered

Answer: A

Explanation:

Answer Area

Ihe Microsofl resoonsilie A panciple of rarsparency requires thal Al sysles |
I | i ) :

— . S I S S _—

| be myplainable to cers
prolecl semsabive user data
reduce bas in decisions

require human oversignt

NEW QUESTION 20

HOTSPOT
Select the answer that correctly complete the sentence.
Answer Area
Information extraction sclutions thal detect and read text in scanned documents and imeges rely on | v}

COMAOUTAF VALann
lﬂ-i{;]l‘.' Ei.'l‘l'i AL
sentiment analysis
speech synthels

A. Mastered

B. Not Mastered
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Answer: A

Explanation:
Answer Area

Information extraction solubons that detect and read text in scanned documents and imeges ely or v

e
SOMBDUTer Vvitann
lﬂ-lg(" l._él-."l"t‘i.f, i
sentiment analysis

LpeRCH yNtNes s

NEW QUESTION 24

HOTSPOT

For each of the following statements, select Yes if the statement is true. Otherwise, select No.
NOTE: Each correct selection is worth one point.

Answer Area

Statements Yes No

Voice Lve returns on y transcnoed text

Voice Live regulires you to separately implement speech to text and text 1o speech senices

Voice Live combines speech to text, reason ng. and text to speech nto a EII’H;HIE COrwerintiona: sxpenence

A. Mastered
B. Not Mastered

Answer: A
Explanation:
Answer Area
Statements Yes No
ol

Voice Live returns only transcribed text ( |
Voice Live requires you to separately implement speech to text and text 1o speech senices ' |

Voice Live combinés speech to text reason rJ and text 1o speech Nt a ill""l;||i Corweriationd! expenence I

NEW QUESTION 26
You need to compare the costs of large language models (LLMs) for a generative Al solution.
What should you use in the Microsoft Foundry portal?

A. Evaluator catalog
B. Model leaderboard
C. Compliance

D. Tools

Answer: B

Explanation:

To compare the costs of large language models in Microsoft Foundry portal, use theModel leaderboard.

Microsoft documentation states that themodel leaderboardhelps compare models acrossquality, safety, estimated cost, and throughput. It also supports trade-off
charts and side-by-side model comparison for features, performance, and estimated cost.

Why the other options are incorrect:

* A. Evaluator catalogis for selecting evaluators to measure model or application outputs, not comparing LLM costs.

* C. Compliancerelates to governance and compliance, not model cost comparison.

* D. Toolsprovides Foundry tools, not benchmarked cost comparison across models.

NEW QUESTION 28
Your company has thousands of recorded customer support calls in multiple languages stored as audio files in Azure Storage.
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You need to generate text transcripts of all the recordings.
Which Azure Speech in Foundry Tools capability should you use?

A. speech to text batch transcription

B. speech to text real-time transcription
C. text to speech

D. speech translation

Answer: A

NEW QUESTION 33
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